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Abstract
For communicating and reasoning about the world, au-
tonomous artificial agents rely on a repertoire of concepts
that form a symbolic abstraction layer over their continuous
sensori-motor experiences. This paper presents a computa-
tional simulation of how meaningful concepts can be dis-
tilled from streams of sensori-motor data through a series
of situated communicative interactions. The agent observes
the world through streams of data on human-interpretable
feature channels. For each concept, the agent must simultane-
ously learn which feature channels are important, and what
their prototypical values should be.

Interactive learning in a tutor-learner
language game

scene

choose topic

produce parse

interpret

alignment

Tutor Learner
observe observe

utterance

word is known

provide 
feedback

point to topic

feedback

word is unknown

Figure 1: Schematic overview of the interaction script. The tutor utters a
single word to refer to an object in the scene, e.g. “purple”. The learner is
tasked with finding and pointing to the object described by the tutor. It does
so by computing the similarity between each object in the scene and the
current representation of the concept associated with the uttered word.
The tutor provides feedback whether or not the learner was correct. Based
on this, the learner can update the representation for the concept it used.

Two environments based on CLEVR

{“R”: 23,
 “G”: 241,
 “B”: 33,
 “nr_of_sides”: 3,
 “nr_of_corners”: 2,
 “wh_ratio”: 0.53,
 “area”: 66,
 “roughness”: 7.23,
 “x_pos”: 244,
 “y_pos”: 132}
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Figure 2: (A) The world consists of images of blocks with various
shapes, sizes, colours and materials. (B) Observation for the green cylin-
der. The learner observes the world through continuous-valued and
interpretable feature channels, such as ‘area’, ‘number-of-corners’ or ‘X-
position’. In the simulated setting, continuous feature values are generated
based on templates with random noise added. In the noisy setting, contin-
uous feature values are obtained from the image through object detection,
segmentation and feature extraction techniques.

Concepts are formed through
discrimination
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Figure 3: Alignment of the concept PURPLE.
During alignment, the learner compares the
features values of the topic to those of all
other objects. In the concept representation,
the most discriminative subset of features
is rewarded (in green), others are punished
(in red). Each feature of the concept has a
prototypical value. These are slightly shifted
towards the topic. Numbers on the arrows
represent how certain the agent is that the
feature is important for the concept.

The agent quickly builds a functional
repertoire of concepts
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Figure 4: (A) In both settings, the learner requires only 1000 interactions
to reach a stable level of communicative success, achieving 100% and
91% respectively. (B) After learning, the concept SPHERE clearly focusses
on attributes related to shape.

Conclusion

We have introduced a new approach to learning concepts in
situated, communicative interactions. Crucially, our method
requires few data points and the concepts that are learned
are human-interpretable, adaptive to changes in the world,
and generalize well to previously unseen objects. These prop-
erties make the approach well-suited to be used by robotic
agents as a precursor for higher-level reasoning tasks, such
as visual question answering or navigation.
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